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ABSTRACT 
 
Since a number of signal processing algorithms requiring 
the EVD of a symmetric matrix are implemented on fixed-
point DSPs, there is considerable interest in matrix 
diagonalization algorithms that can be implemented in 
fixed-point arithmetic. We propose modifications to the 
Jacobi Cyclic Row algorithm that favor a fixed-point 
implementation.  We then compare the eigenvalues and 
eigenvectors obtained from the Jacobi Algorithm 
implemented in fixed-point arithmetic to ones obtained 
from a floating point algorithm. For the matrices 
considered, we find that the EVD obtained from the fixed-
point implementation matches closely a floating-point 
implementation of the EVD decomposition. We also give 
an estimate of computational complexity of the fixed point 
algorithm. 
 
 

1.Introduction 
 

A number of Signal Processing algorithms require the 
Eigen Value Decomposition (EVD) of a symmetric matrix 
to be computed – in particular those which utilize the 
Karhunen-Loeve Transformation (KLT). E.g., the MUSIC 
algorithm detects the frequencies in a signal by 
performing an EVD on the covariance matrix obtained 
from the samples of the received signal; in Principal 
Component Analysis (PCA), a popular technique used in 
image processing for feature extraction, data is projected 
along the directions of the principal eigenvectors of the 
input covariance matrix.   
      Well-known EVD algorithms like the Jacobi Cyclic 
Row and the QR algorithm have been extensively studied, 
and efficient and accurate floating-point implementations 
exist. There is considerable interest in making these 
floating-point implementations amenable to fixed-point 
implementation as fixed-point DSP processors are more 
economical than their floating-point counterparts, and a 
considerable number of DSP implementations that could 
take advantage of diagonalization are implemented on 
fixed-point processors. In this paper, we propose 

modifications to the Jacobi Cyclic row algorithm that are 
conducive to a fixed- point implementation. 
       The exact Jacobi Algorithm [1] involves the 
calculation of a square root, the calculation of a reciprocal 
of a square root, and multiple divisions; these are difficult 
to implement efficiently in fixed-point arithmetic with the 
desired precision. We implement instead approximate 
Jacobi rotations in which the square root computation is 
replaced by a simple linear piecewise approximation, the 
reciprocal of the square root is computed using the 
Newton Raphson method, and most divisions are 
eliminated. 
       We present results that compare the eigenvectors and 
eigenvalues obtained from our fixed-point implementation 
to those obtained from a floating-point realization. We 
show, for the test matrices considered, that the 
eigenvalues and eigenvectors obtained from the fixed-
point algorithm are quite close to the eigenvalues obtained 
from the floating-point algorithm. We also show that the 
product of the eigenvector matrix (obtained from the 
fixed-point algorithm) and its transpose is very close to an 
identity matrix, indicating that the algorithm produces a 
nearly pure KLT.  This fact is very important because an 
orthogonal eigenvector matrix indicates that the data 
channels produced when the KLT is applied to data will 
be distinct and orthogonal, even if the eigenvalues do not 
exactly match those of the ideal EVD. 
 
 

2.Cyclic Jacobi Method 
 
In this section, we briefly describe the Jacobi Cyclic Row 
algorithm [1,8]. The Jacobi Cyclic Row algorithm 
attempts to reduce the n x n symmetric matrix A  to 
diagonal form by applying orthonormal rotations to left 
and right of A . The orthonormal rotation used, ),,( θqpJ ,  
which refers to the rotation constructed to reduce the 
element pqA to zero, is of the form in the following 

diagram. The form consists of an identity matrix with the 
zeros and ones in the qthpth &  row and column replaced 
by the sine and cosine of an angle θ, which we denote by 
s  and c  respectively. 
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Successive steps in a Jacobi decomposition procedure 
involve choosing an index pair ),( qp that satisfies 

nqp <<≤1  and finding a value of theta that reduces 

each such pqB to zero via the following transformation: 

 

),,(),,( θθ qpJAqpJB T ××=        (1) 
 

One can see that only the thth qp , row and columns are 
affected by the transformation. By multiplying out the 
transformation and using the fact that the trace is invariant 
under the transform, we obtain the following expressions 

for elements of B in the thth qp , rows and columns.  
 

qrprsAcAB rqrprp ≠≠−= ,,     (2) 

qrprsAcAB rqrprq ≠≠+= ,,     (3) 

∆+= pppp AB       (4) 

∆−= qqqq AB       (5) 

Λ−= pqpq AB      (6) 

where, 

ppqq AA −=δ , )2( pqcAss −=∆ δ &

)2( pqsAcs +=Λ δ .   

(We have also assumed A to be symmetric.) 
When implementing the Jacobi rotation (1), the value 

of pqB should be zero and, thus, simplified equations for 

ppB and qqB , based on t , are ordinarily used [1].   

However, since we will be computing an approximate 
Jacobi rotation in the sequel, the value of pqB will not in 

general be exactly zero and we must use Equations 
(4,5,6). This does add about 6 extra flops to the 4n flops 
that are normally required to perform the Givens rotation. 

To solve for the correct Jacobi rotation J to use in (1), 

we start by defining 
pq

ppqq

A
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−
=τ and 

c

s
t == θtan .  

Then, using these to solve 0=pqB  from (6), we obtain 

0122 =−+ tt τ . Solving this quadratic equation, we get 

two values of t that make pqB zero, 21 ττ +±−=t . It 

can be shown that picking the smaller value of t gives a 
more stable reduction.  Finally, s  and c can be calculated 
from t , the tangent, by using the following relations: 
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+
=  and  cts ×=     (7) 

 
In the Jacobi Cyclic Row algorithm, we zero-out the 

off diagonal elements of A row-wise; i.e. we select the 
index pairs (p,q) in the order: (1,2)(1,3)…(1,n), 
(2,3)…(2,n)…(n-1,n). The application of (1) for all 

2/)1( −×= nnN  index pairs is called a sweep.  The 
matrix A eventually reduces to a diagonal matrix – 
producing A’s eigenvalues - via successive sweeps 
because it can be shown that with every Jacobi rotation 
(1), the offdiagonal norm of the matrix A, which is defined 

as ∑ ∑
= ≠=

n

i

n

ijj
jiA

1 ,1
),( , is reduced.   There are alternative 

sweep orderings which have the same kind of 
convergence to a diagonal form [9], but the row ordering 
outlined above is reliable, and allows for some simple 
parallelism if a DSP has multiple MACs (used on 
multiple, distinct (p,q) indices). 

Finally, note that because the matrix remains 
symmetric after each orthonormal rotation, it is sufficient 
to work with the upper triangular part of the matrix 
throughout the algorithm, saving some memory.  
However, the entire matrix of cumulative rotations 
performed on A must be kept track of because the columns 
of that matrix are the eigenvectors associated with A. 
 

3.Computing Modified Jacobi Rotations 
 
In order to compute s and c for each J using Equation (7), 
we first need to compute t.  Defining )2/(1 τσ = , we find 

that the solution to the equation 0=pqB is: 

2411
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σ

σ

++
=exactt .      (8) 

 
From the fixed point implementation point of view, 
computing the 2 divisions and the square root in (8) is 
discouraging. Thus, instead of performing an exact Jacobi 
rotation, given by (8), we want an easy to compute 
approximation, approxt  to the tangent function, t [3]. 

Instead of constructing the Jacobi rotation matrices J to 
obey 0=pqB  exactly, it is sufficient to compute the 

sine-cosine pair such that the orthogonality of J is 



preserved and 10, <≤= dAdB pqpq . The off-

diagonal norm does reduce with each such rotation (1), the 
more so the closer to 0 |d| is [3]. Such a J is known as an 
approximate Jacobi rotation. 

One good approximation, approxt , to use is [3]:  














>

≥>

≥>
≥

=

σσ

σσ
σσ
σσ

2

1
,

2

1
1,

3

2
12,2/

2),(sign

tapprox     (9)

      
It turns out that an approximation to t need not be 
accurate when is σ is large, but must be accurate for 
smaller values of σ ;  in particular the derivative of the 
approximation , 

1=
σd

dtapprox
 at 0=σ , as is (9). 

 
Note that the approximation (9) involves only a few 

compares and linear scales of σ , and we can postpone 
division until we are know that the value of σ is less than 
1.  Now that we have calculated an approximation to t, we 
must calculate the value of the sine and cosine. In order to 
preserve the orthogonality of the rotation matrix J, we 

must ensure that 122 =+ sc .  From Equation (7) 
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+
= ; however, this is not amenable to fixed-

point arithmetic. But we are helped by the fact that 1≤t . 

We use the Newton-Raphson method [6] to recursively 

compute c by approximating the equation xy /1=  via 

looking for the closest zero of the function: 
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where ky is the value of y at the kth iteration. Since 

1≤t , ]2,1[∈x .  Therefore, we can start with 

0y slightly less than unity, and 4 or 5 iterations produces 

values for c in excess of 30-bits of accuracy, assuming 
that all operations are done with 32 bit precision.1 In 
addition, given that ],2,1[∈x the maximum value that 

appears while computing ky is 3. The rest of the 
computations involved in the Jacobi method involve 
matrix multiplications, which can be directly implemented 
in fixed-point arithmetic without any modification.  
 

4.Results 
 
The modified Jacobi Algorithm was implemented in 
Q1.31 arithmetic. We compare the eigenvalues and 
eigenvectors obtained from our fixed-point algorithm to 
the ones obtained from a floating-point implementation. 
The error in the eigenvalues is quantified using the 
maximum percentage relative error, ,maxe which is 
defined as the maximum percentage relative error, e, 
obtained for a given matrix where  

100×
−

=
fp

fpfxp

e

ee
e ,      (11) 

fxpe  is the eigenvalue obtained from the fixed-point 

algorithm and fpe is the (reference) eigenvalue obtained 

from the exact Jacobi floating point implementation. We 
also define the average relative error, ,avge  as the mean 

percentage relative error (11) for a given matrix. 
     To find the correspondence between fixed-point and 
floating-point eigenvectors is more involved. We form a 
projection matrix, P(u), by defining 

T

T

uu

uu
IuP −=)( ,     (12) 

where u is a column vector of the eigenvector matrix 

fpU that is obtained from the floating point Jacobi 

algorithm. We then project the eigenvector matrix fxpU , 

                                                 
1 In fact in [2], this Newton-Raphson method has been 
used to help compute matrix factorizations using just 16-
bit fixed-point arithmetic. 



obtained from the fixed-point algorithm, onto the 
hyperplane )(uP : fxpUuPQ )(= . We form the (row) 

vector r where Qr = , where is the vector norm 

operator applied along the columns. If there were no 
numerical inaccuracies due to fixed point arithmetic, the 
vector r should be a co-ordinate vector, i.e. only one 
element should be one and the rest of its elements being 
zero. If we carry out the above operations for each of the 
column vectors of fpU and arrange the corresponding r’s 

along the columns of a matrix, R, then we can get an 
estimate of how well the eigenvectors of Q approximate 
the true eigenvectors. Ideally these matrices should be of 
the form )1( I− , where 1  is a matrix of all ones and I is 
the identity matrix.2 We ‘compress’ the information 
available in R by indicating the maximum deviation from 
zero and the maximum deviation from unity.   
     We would also like to know how well the product of 
the eigenvector matrix and its transpose match with the 
identity matrix. (This multiplication is done in fixed-point 
arithmetic.) To quantify this error, the identity matrix is 
subtracted from the product of the eigenvector matrix and 
the transpose of the eigenvector matrix; the Frobenius 
norm of this difference (F) is a measure of the error in the 
orthogonality of the eigenvector matrix. Symbolically, 

( )∑ ∑ −=−=
= =
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where 
F

is Frobenius-norm operator. 

    We show the results for 6 typical covariance matrices 
(denoted CV1-CV6) of varying conditioning numbers η , 
which is the ratio of the maximum eigenvalue of A to the 
minimum eigenvalue of A. CV1-CV5 are matrices of size 
12X12, while CV6 is a 20X20 matrix. 6 sweeps were used 
for the fixed-point routine for matrices CV1-CV5, while 8 
sweeps were used for CV6. 20 sweeps were used for the 
double precision floating point routine to obtain the 
reference eigenvalues and eigenvectors.  
      Since we are dealing with fixed point arithmetic, we 
must ensure that the matrix to be diagonalized is so scaled 
such that saturation or underflow does not affect the 
accuracy of the algorithm. It was observed that for 
maximum accuracy of the eigenvalues and eigenvectors, 
the matrix should be scaled such that the ratio of its 
Frobenius-norm to the number of rows (or columns, as the 
matrix is square) must lie in the range 0.04 to 0.1. Scaling 
a matrix such that this ratio is approximately 0.05 is 

                                                 
2 For convenience, we assume that the eigenvalues are 
sorted in descending order with the eigenvector matrices 
also being sorted correspondingly, so that the first column 
of the eigenvector matrix contains the eigenvector 
corresponding to the largest eigenvalue, etc. 

probably a safe bet. All the results given below are with 
matrices scaled in this fashion. 
 
 
Matrix η  

maxe  

(%) 
avge  

 (%) 

Max.  
Deviation  
from  
Zero 

Max. 
Deviation 
from 
Zero 

CV1 2.2 2.1e-5 1.3e-5 6.2e-5 4.9e-8 
CV2 63 6.1e-4 2.5e-4 1.2e-4 5.7e-8 
CV3 93 4.6e-4 2.2e-4 9.1e-5 4.5e-8 
CV4 128 5.3e-4 2.4e-4 7.7e-5 3.7e-8 
CV5 1066 3.9e-4 3.4e-4 1.2e-4 3.9e-8 
CV6 1.6e5 2.7 0.59 8.1e-2 2.7e-3 

       
(It was seen that 610−≤F  in all the cases considered 
above.) 

It is seen that for matrices with smaller condition 
numbers, the EVD obtained from the fixed point 
algorithm matches closely with the one obtained form the 
floating point implementation. However the algorithm has 
difficulty with matrices with large condition numbers. 
 

5.Computational Complexity 
 
We now estimate the computational complexity of our 
Jacobi fixed point implementation when it is applied to a 
symmetric n X n matrix A. Since a MAC (Multiply and 
Accumulate) is an operation intrinsic to most DSPs, we 
give the computational complexity estimates in terms of 
MACs. We assume that a MAC is given by: a = a + b * c, 
where a, b, c are 32 bit registers or 32 bit memory 
locations. We also assume that the addition of two 32 bit 
operations results in a 32 bit number (saturated if 
necessary), and that during the multiplication of the two 
32 bit numbers, only the first 32 bits are retained. The 
estimate of MACS required for each symmetric rotation is 
given below: 
 
Computation of Approximate Givens Matrix: 70 MACs  
Multiplication of A by Givens matrices:       64 +n MACs 
Update of Eigenvector matrix:   n4      MACs 

Since a Jacobi sweep involves 
2

)1( −× nn
Givens 

rotations, we find that we need to perform about 
)354()1( +×−× nnn MACs every sweep. 

 
 
 
 
 
 

 



6.Conclusion 
 
Modifications to the Jacobi Cyclic Row algorithm were 
described which made it possible for the algorithm to be 
implemented in fixed point arithmetic. The EVDs of a few 
covariance matrices obtained with the fixed point 
algorithm were compared with an accurate floating point 
reference and were found to match closely for matrices 
with reasonable conditioning numbers. 
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